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Compute optimal plans/controllers:
- contacts (location + force)
- center of mass 
- angular momentum
- whole-body motion

Consistent with the dynamics of the robot

Optimal planning of multi-contact behaviors
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Constraints on admissible 
contact forces and motions



Compute optimal plans/controllers:
- contacts (location + force)
- center of mass 
- angular momentum
- whole-body motion

Optimal planning of multi-contact behaviors

Kinematic optimizationDynamic optimization

[Herzog et al., Humanoids 2015, IROS 2016]

Alternating simpler kinematic and dynamic optimization

Consistent with the dynamics of the robot



Dynamic optimization

Linear momentum
Angular momentum

mṙ = hlinear Center of Mass

(linear and angular) momentum dynamics as a sufficient 
model for reasoning about contact interactions

e, ce, fe 2 S friction cones, center 
of pressure, etc



Linear momentum
Angular momentum

mṙ = hlinear Center of Mass

optimal control problem with contact forces 
(and location) as control input

[Herzog et al., Humanoids 2015,IROS 2016] [Ponton et al., Humanoids 2016]

e, ce, fe 2 S friction cones, center 
of pressure, etc

Dynamic optimization

(linear and angular) momentum dynamics as a sufficient 
model for reasoning about contact interactions

min J(r,h, ce,e, fe)



Optimal control problem

Linear momentum
Angular momentum

mṙ = hlinear Center of Mass

non-convex optimal control problem with 
contact forces (and location) as control input

[Herzog et al., Humanoids 2015,IROS 2016] [Ponton et al., Humanoids 2016]

e, ce, fe 2 S friction cones, center 
of pressure, etc

(linear and angular) momentum dynamics as a sufficient 
model for reasoning about contact interactions

min J(r,h, ce,e, fe)

Exploit structure to efficiently solve the problem
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Difference of quadratic functions

Scalar product can be written as difference of quadratic functions
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More specifically, we would like to minimize a terminal
cost fN(hn � hndes) that penalizes the difference between
the final state hn and the desired final state hndes , and a
running cost `t(h�hdes,ze, fe,te,Dt), that penalizes the track-
ing performance of a desired linear and angular momentum
trajectories h�hdes, and regularizes the available controls,
namely, forces fe, torques te and time discretizations Dt .

The desired linear and angular momentum trajectories
could be as trivial as zeros, if the optimization algorithm
is to be used by itself, or could for instance come from the
kinematic optimization. The constraints of the optimization
problem include a discrete form of the centroidal momentum
dynamics (2):
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The variable ke,t (end-effector contribution to angular mo-
mentum rate k̇t) has been defined as
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where for simplicity of notation, we have introduced the
change of variable `e,t = (pe,t +Rx,y

e,t ze,t � rt). Physical con-
straints such as friction cone, CoP within region of support
and torque limits are given by
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te,t 2 [tmin,tmax] (7c)

Dt 2 [Dmin,Dmax] (7d)

kpe,t � rtk  `max
e (7e)

where L fe,t = RT
e,tfe,t is the end-effector force in local coor-

dinate frame. (7a) expresses that forces belong to a friction
cone with friction coefficient µ . Note that we use the second
order cone constraints in our optimizer but that friction cones
could alternatively be approximated by the usual pyramids
as a polyhedral approximation. (7b) expresses that the CoP
should be within a conservative region with respect to the
real physical available region. (7c) constraints the torque to
a bounded region, but it could also be approximated using
a second-order cone constraint of the form kte,tk  µt L f z

e,t.
[22] also provides precise closed-form formulas for it under
polyhedral approximation of the friction cone. Equation (7d)
constraints the time discretization variable to a bounded re-
gion. Finally, equation (7e) constraints the distance between
the current position of the center of mass rt and the end-
effector contact point pe,t to be less than the maximum length

of the end-effector `max
e . It includes a constant offset, when

the end-effectors of interest are the arms of the robot.
We would like to conclude this section by highlighting that

the non-convexities of this problem are the bilinear terms of
eq. (5). For instance, terms where the time discretization
variable Dt appears or the cross products of the angular
momentum rate terms ke,t. In traditional momentum opti-
mization [16], [23], [2], the focus is on the cross products of
the angular momentum, that introduce bilinear constraints to
the optimization problem. It is important to note that includ-
ing time discretizations as optimization variables introduces
nonconvex constraints of the same bilinear nature. Therefore,
the goal of the next section will be to devise methods that
can approximate all bilinear constraints, while still allow us
to efficiently find a solution to the optimization problem.

III. APPROACH
In this section, we will describe a tool for handling bilinear

constraints (5)-(6) as a difference of convex functions, and
then we will show how to approximate these still nonconvex
constraints, using the knowledge about their positive curva-
ture.

A. Disciplined Convex-Concave Programming
In this subsection, we will describe a useful tool [24] for

dealing with bilinear constraints in optimization problems.
The method decomposes a bilinear or nonconvex quadratic
expression into a difference of convex functions; in other
words, it decomposes the bilinear expression into a difference
of two terms, each of which is a convex function. Once
the decomposition has been performed, the constraint will
continue to be nonconvex; however, the terms composing
it will have known curvature, which will let us perform an
efficient approximation.

This approach, previously used and detailed in [2], [17],
analytically decomposes the nonconvex quadratic expres-
sions of the angular momentum (6) into a difference of
convex (quadratic) functions. The set of difference of convex
functions C± is defined as:

C± =

⇢
C+(x)�C�(x) | x 2 Rn,

C+,C� : Rn ! R, are convex functions
�

Expressions such as scalar products xT y can be decomposed
into a difference of convex functions, such as Q+�Q�

Q+ =
1
4
kx+ yk2 , and Q� =

1
4
kx� yk2

where Q+ 2 C+ and Q� 2 C� are convex functions. Using
this idea, we can easily identify scalar products and transform
quadratic expressions in cross products into scalar products,
which can then be defined as elements of C±. As an example,
we present the decomposition of a cross product:
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Cross-product can be written with 3 scalar products



Difference of quadratic functions

Angular momentum rate as difference of quadratic functions

Or equivalently by adding scalar variables
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and then each scalar product is defined as an element of C±.
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For simplicity of presentation, we denote p = acvx + dcvx
and q = acvx � dcvx (p,q 2 R2). With this notation the first
component of the torque contribution of an end-effector to
the angular momentum rate dynamics (6) becomes

kx =
1
4
⇥
pT p�qT q

⇤
+ tx ,

which is equivalent to the following formulation

kx =
1
4
⇥
p̄� q̄

⇤
+ tx

p̄ = pT p q̄ = qT q (8a)

where we have introduced the scalar variables p̄, q̄ 2 R+.
Under this formulation the original nonconvex quadratic
constraint has been now separated into a linear constraint,
and two non-convex constraints (8a). The difference is that,
while in the original constraint, the hessian is an indefinite
matrix, the hessian of the new constraints is positive semi-
definite and therefore each term has known curvature.

B. Approximations of Quadratic Equality Constraints
In the last section, we have presented a method to

analytically decompose a bilinear constraint into a linear
constraint and two nonconvex quadratic equality constraints
with known curvature, see (8a). In this section, we present
alternatives for dealing with each of the two nonconvex
quadratic equality constraints with known curvature, namely,
approximation using a trust region and use of soft constraints.

NonConvex Equality

�� �

Convex Inequality

�� ≤ �

NonConvex Inequality

�� ≥ �

= ⋂

Fig. 1: Alternative approximations of nonconvex quadratic equality
constraint with known curvature: trust region and soft constraint.

1) Approximation using a trust region: A nonconvex
quadratic equality constraint with known curvature can be
thought of as the intersection of a convex inequality con-
straint and a nonconvex inequality constraint (Fig. 1). The
approximation of the equality constraint using a trust region
consists in keeping only the convex inequality constraint, but
restricting its interior with a trust region constraint. The effect
of this, as can be seen in Fig. 1 is that the search space is
close to the boundary of the curve, and therefore the values
of y are close to x2, as desired to approximate the original
nonconvex equality constraint.

More specifically, in the notation of our problem, the
nonconvex constraint (8a) can be equivalently represented

as the intersection of a convex constraint p̄ ⌫ pT p and a
nonconvex constraint pT p ⌫ p̄. The main idea of the method
is to first obtain an initial guess of the optimal vector by
solving the optimization problem using only the convex part
of the search space, namely p̄ ⌫ pT p (as in [17]), and then
refine the solution by introducing the trust region constraint.

While the trust region could be introduced as a trivial box
constraint with a threshold, that would constraint the value
of p̄ to values near pT p, the best trust region that exploits
the knowledge about the curvature of the function and the
information contained in the current value of the optimal
vector is a linear approximation such as pT

valpval +2pval(p�
pval) ⌫ p̄ � s , where s is a positive value representing
a threshold, enough to provide a feasible interior to the
intersection of the constraints, and pval is any value taken
by the variables p coming from the solution of the relaxed
problem. Notice that if the hessian of the quadratic equality
constraint where an indefinite matrix, this trust region would
not constraint the problem as desired.

While this approximation is still a relaxation of the con-
straint, it allows us to approximate the terms p̄, q̄, and
consequently kx. The advantage of this, is that it allows us
to directly add an approximate cost over the variable kx in
the optimization problem.

2) Approximation using soft constraints: This method is
similar in spirit to the last one. It will first drop all the
nonconvex terms to find an initial guess for the optimal
vector and then it introduces heuristics in the cost, whose
purpose is to bias the solutions towards the boundaries.
Unlike the previous method, this method does not restrict
strictly the search space, but instead biases the solutions
towards the boundaries by pulling the variables towards an
underestimator of the function.

As in the previous case, the best underestimator, that
exploits the knowledge about the curvature of the function
and the current value of the optimal vector is a linearization
pT

valpval + 2pval(p� pval). The heuristic is a quadratic term
in the cost that penalizes the difference between the variable
p̄ and the linearization. This rewards the optimization for
selecting values of p̄ that are close to the boundaries of
the constraint and are therefore feasible for the nonconvex
constraint. As in the previous case, it allows us to have a
cost directly over the variables kx for example.

IV. EXPERIMENTS

We have tested the algorithm in several multi-contact
scenarios, including walking on an uneven terrain (Fig. 2),
walking under a bar using also hands (Fig. 3), and a walking
motion with low friction coefficient (Fig. 4). The resulting
plans are visible in the attached video.

A. Walking on uneven terrain
The first motion has been built so that double support

time after a single support on left foot is very short, while
double support time after single support on right foot is
longer. It then allows to see the effect of double support
duration on momentum optimization. Stairs are also close
to each other, such that legs have to generate momentum
to be lifted up, and minimum jerk trajectories that guide
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Convex relaxation of momentum optimization

min J(r,h, ce,e, fe)

Relaxation to a quadratically constrained 
quadratic program (QCQP)
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and then each scalar product is defined as an element of C±.
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For simplicity of presentation, we denote p = acvx + dcvx
and q = acvx � dcvx (p,q 2 R2). With this notation the first
component of the torque contribution of an end-effector to
the angular momentum rate dynamics (6) becomes

kx =
1
4
⇥
pT p�qT q

⇤
+ tx ,

which is equivalent to the following formulation

kx =
1
4
⇥
p̄� q̄

⇤
+ tx

p̄ = pT p q̄ = qT q (8a)

where we have introduced the scalar variables p̄, q̄ 2 R+.
Under this formulation the original nonconvex quadratic
constraint has been now separated into a linear constraint,
and two non-convex constraints (8a). The difference is that,
while in the original constraint, the hessian is an indefinite
matrix, the hessian of the new constraints is positive semi-
definite and therefore each term has known curvature.

B. Approximations of Quadratic Equality Constraints
In the last section, we have presented a method to

analytically decompose a bilinear constraint into a linear
constraint and two nonconvex quadratic equality constraints
with known curvature, see (8a). In this section, we present
alternatives for dealing with each of the two nonconvex
quadratic equality constraints with known curvature, namely,
approximation using a trust region and use of soft constraints.
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Fig. 1: Alternative approximations of nonconvex quadratic equality
constraint with known curvature: trust region and soft constraint.

1) Approximation using a trust region: A nonconvex
quadratic equality constraint with known curvature can be
thought of as the intersection of a convex inequality con-
straint and a nonconvex inequality constraint (Fig. 1). The
approximation of the equality constraint using a trust region
consists in keeping only the convex inequality constraint, but
restricting its interior with a trust region constraint. The effect
of this, as can be seen in Fig. 1 is that the search space is
close to the boundary of the curve, and therefore the values
of y are close to x2, as desired to approximate the original
nonconvex equality constraint.

More specifically, in the notation of our problem, the
nonconvex constraint (8a) can be equivalently represented

as the intersection of a convex constraint p̄ ⌫ pT p and a
nonconvex constraint pT p ⌫ p̄. The main idea of the method
is to first obtain an initial guess of the optimal vector by
solving the optimization problem using only the convex part
of the search space, namely p̄ ⌫ pT p (as in [17]), and then
refine the solution by introducing the trust region constraint.

While the trust region could be introduced as a trivial box
constraint with a threshold, that would constraint the value
of p̄ to values near pT p, the best trust region that exploits
the knowledge about the curvature of the function and the
information contained in the current value of the optimal
vector is a linear approximation such as pT

valpval +2pval(p�
pval) ⌫ p̄ � s , where s is a positive value representing
a threshold, enough to provide a feasible interior to the
intersection of the constraints, and pval is any value taken
by the variables p coming from the solution of the relaxed
problem. Notice that if the hessian of the quadratic equality
constraint where an indefinite matrix, this trust region would
not constraint the problem as desired.

While this approximation is still a relaxation of the con-
straint, it allows us to approximate the terms p̄, q̄, and
consequently kx. The advantage of this, is that it allows us
to directly add an approximate cost over the variable kx in
the optimization problem.

2) Approximation using soft constraints: This method is
similar in spirit to the last one. It will first drop all the
nonconvex terms to find an initial guess for the optimal
vector and then it introduces heuristics in the cost, whose
purpose is to bias the solutions towards the boundaries.
Unlike the previous method, this method does not restrict
strictly the search space, but instead biases the solutions
towards the boundaries by pulling the variables towards an
underestimator of the function.

As in the previous case, the best underestimator, that
exploits the knowledge about the curvature of the function
and the current value of the optimal vector is a linearization
pT

valpval + 2pval(p� pval). The heuristic is a quadratic term
in the cost that penalizes the difference between the variable
p̄ and the linearization. This rewards the optimization for
selecting values of p̄ that are close to the boundaries of
the constraint and are therefore feasible for the nonconvex
constraint. As in the previous case, it allows us to have a
cost directly over the variables kx for example.

IV. EXPERIMENTS

We have tested the algorithm in several multi-contact
scenarios, including walking on an uneven terrain (Fig. 2),
walking under a bar using also hands (Fig. 3), and a walking
motion with low friction coefficient (Fig. 4). The resulting
plans are visible in the attached video.

A. Walking on uneven terrain
The first motion has been built so that double support

time after a single support on left foot is very short, while
double support time after single support on right foot is
longer. It then allows to see the effect of double support
duration on momentum optimization. Stairs are also close
to each other, such that legs have to generate momentum
to be lifted up, and minimum jerk trajectories that guide
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Convex relaxation of momentum optimization

Mixed Integer 
Convex QCQP 

(contact sequence 
selection + coarse path)

Fine grained 
Convex QCQP

Contact sequence, 
contact forces, 

CoM, Momentum
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Convex relaxation of momentum optimization

Mixed Integer 
Convex QCQP 

(contact sequence 
selection + coarse path)

Fine grained 
Convex QCQP

Contact sequence, 
contact forces, 

CoM, Momentum

Problems
- Cannot properly regularize angular momentum
- Cannot track desired momentum => cannot be 

used with the kinematic optimization



Approximation of quadratic constraints

How to approximate the non-convex quadratic constraints?

and then each scalar product is defined as an element of C±.
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For simplicity of presentation, we denote p = acvx + dcvx
and q = acvx � dcvx (p,q 2 R2). With this notation the first
component of the torque contribution of an end-effector to
the angular momentum rate dynamics (6) becomes

kx =
1
4
⇥
pT p�qT q

⇤
+ tx ,

which is equivalent to the following formulation

kx =
1
4
⇥
p̄� q̄

⇤
+ tx

p̄ = pT p q̄ = qT q (8a)

where we have introduced the scalar variables p̄, q̄ 2 R+.
Under this formulation the original nonconvex quadratic
constraint has been now separated into a linear constraint,
and two non-convex constraints (8a). The difference is that,
while in the original constraint, the hessian is an indefinite
matrix, the hessian of the new constraints is positive semi-
definite and therefore each term has known curvature.

B. Approximations of Quadratic Equality Constraints
In the last section, we have presented a method to

analytically decompose a bilinear constraint into a linear
constraint and two nonconvex quadratic equality constraints
with known curvature, see (8a). In this section, we present
alternatives for dealing with each of the two nonconvex
quadratic equality constraints with known curvature, namely,
approximation using a trust region and use of soft constraints.

NonConvex Equality
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�� ≥ �

= ⋂

Fig. 1: Alternative approximations of nonconvex quadratic equality
constraint with known curvature: trust region and soft constraint.

1) Approximation using a trust region: A nonconvex
quadratic equality constraint with known curvature can be
thought of as the intersection of a convex inequality con-
straint and a nonconvex inequality constraint (Fig. 1). The
approximation of the equality constraint using a trust region
consists in keeping only the convex inequality constraint, but
restricting its interior with a trust region constraint. The effect
of this, as can be seen in Fig. 1 is that the search space is
close to the boundary of the curve, and therefore the values
of y are close to x2, as desired to approximate the original
nonconvex equality constraint.

More specifically, in the notation of our problem, the
nonconvex constraint (8a) can be equivalently represented

as the intersection of a convex constraint p̄ ⌫ pT p and a
nonconvex constraint pT p ⌫ p̄. The main idea of the method
is to first obtain an initial guess of the optimal vector by
solving the optimization problem using only the convex part
of the search space, namely p̄ ⌫ pT p (as in [17]), and then
refine the solution by introducing the trust region constraint.

While the trust region could be introduced as a trivial box
constraint with a threshold, that would constraint the value
of p̄ to values near pT p, the best trust region that exploits
the knowledge about the curvature of the function and the
information contained in the current value of the optimal
vector is a linear approximation such as pT

valpval +2pval(p�
pval) ⌫ p̄ � s , where s is a positive value representing
a threshold, enough to provide a feasible interior to the
intersection of the constraints, and pval is any value taken
by the variables p coming from the solution of the relaxed
problem. Notice that if the hessian of the quadratic equality
constraint where an indefinite matrix, this trust region would
not constraint the problem as desired.

While this approximation is still a relaxation of the con-
straint, it allows us to approximate the terms p̄, q̄, and
consequently kx. The advantage of this, is that it allows us
to directly add an approximate cost over the variable kx in
the optimization problem.

2) Approximation using soft constraints: This method is
similar in spirit to the last one. It will first drop all the
nonconvex terms to find an initial guess for the optimal
vector and then it introduces heuristics in the cost, whose
purpose is to bias the solutions towards the boundaries.
Unlike the previous method, this method does not restrict
strictly the search space, but instead biases the solutions
towards the boundaries by pulling the variables towards an
underestimator of the function.

As in the previous case, the best underestimator, that
exploits the knowledge about the curvature of the function
and the current value of the optimal vector is a linearization
pT

valpval + 2pval(p� pval). The heuristic is a quadratic term
in the cost that penalizes the difference between the variable
p̄ and the linearization. This rewards the optimization for
selecting values of p̄ that are close to the boundaries of
the constraint and are therefore feasible for the nonconvex
constraint. As in the previous case, it allows us to have a
cost directly over the variables kx for example.

IV. EXPERIMENTS

We have tested the algorithm in several multi-contact
scenarios, including walking on an uneven terrain (Fig. 2),
walking under a bar using also hands (Fig. 3), and a walking
motion with low friction coefficient (Fig. 4). The resulting
plans are visible in the attached video.

A. Walking on uneven terrain
The first motion has been built so that double support

time after a single support on left foot is very short, while
double support time after single support on right foot is
longer. It then allows to see the effect of double support
duration on momentum optimization. Stairs are also close
to each other, such that legs have to generate momentum
to be lifted up, and minimum jerk trajectories that guide

and then each scalar product is defined as an element of C±.

`⇥f = 1
4

2

664

��acvx +dcvx
��2

2 �
��acvx �dcvx

��2
2��bcvx + ecvx

��2
2 �

��bcvx � ecvx
��2

2��ccvx + fcvx
��2

2 �
��ccvx � fcvx

��2
2

3

775

For simplicity of presentation, we denote p = acvx + dcvx
and q = acvx � dcvx (p,q 2 R2). With this notation the first
component of the torque contribution of an end-effector to
the angular momentum rate dynamics (6) becomes

kx =
1
4
⇥
pT p�qT q

⇤
+ tx ,

which is equivalent to the following formulation

kx =
1
4
⇥
p̄� q̄

⇤
+ tx

p̄ = pT p q̄ = qT q (8a)

where we have introduced the scalar variables p̄, q̄ 2 R+.
Under this formulation the original nonconvex quadratic
constraint has been now separated into a linear constraint,
and two non-convex constraints (8a). The difference is that,
while in the original constraint, the hessian is an indefinite
matrix, the hessian of the new constraints is positive semi-
definite and therefore each term has known curvature.

B. Approximations of Quadratic Equality Constraints
In the last section, we have presented a method to

analytically decompose a bilinear constraint into a linear
constraint and two nonconvex quadratic equality constraints
with known curvature, see (8a). In this section, we present
alternatives for dealing with each of the two nonconvex
quadratic equality constraints with known curvature, namely,
approximation using a trust region and use of soft constraints.

Trust Region

Fig. 1: Alternative approximations of nonconvex quadratic equality
constraint with known curvature: trust region and soft constraint.

1) Approximation using a trust region: A nonconvex
quadratic equality constraint with known curvature can be
thought of as the intersection of a convex inequality con-
straint and a nonconvex inequality constraint (Fig. 1). The
approximation of the equality constraint using a trust region
consists in keeping only the convex inequality constraint, but
restricting its interior with a trust region constraint. The effect
of this, as can be seen in Fig. 1 is that the search space is
close to the boundary of the curve, and therefore the values
of y are close to x2, as desired to approximate the original
nonconvex equality constraint.

More specifically, in the notation of our problem, the
nonconvex constraint (8a) can be equivalently represented

as the intersection of a convex constraint p̄ ⌫ pT p and a
nonconvex constraint pT p ⌫ p̄. The main idea of the method
is to first obtain an initial guess of the optimal vector by
solving the optimization problem using only the convex part
of the search space, namely p̄ ⌫ pT p (as in [17]), and then
refine the solution by introducing the trust region constraint.

While the trust region could be introduced as a trivial box
constraint with a threshold, that would constraint the value
of p̄ to values near pT p, the best trust region that exploits
the knowledge about the curvature of the function and the
information contained in the current value of the optimal
vector is a linear approximation such as pT

valpval +2pval(p�
pval) ⌫ p̄ � s , where s is a positive value representing
a threshold, enough to provide a feasible interior to the
intersection of the constraints, and pval is any value taken
by the variables p coming from the solution of the relaxed
problem. Notice that if the hessian of the quadratic equality
constraint where an indefinite matrix, this trust region would
not constraint the problem as desired.

While this approximation is still a relaxation of the con-
straint, it allows us to approximate the terms p̄, q̄, and
consequently kx. The advantage of this, is that it allows us
to directly add an approximate cost over the variable kx in
the optimization problem.

2) Approximation using soft constraints: This method is
similar in spirit to the last one. It will first drop all the
nonconvex terms to find an initial guess for the optimal
vector and then it introduces heuristics in the cost, whose
purpose is to bias the solutions towards the boundaries.
Unlike the previous method, this method does not restrict
strictly the search space, but instead biases the solutions
towards the boundaries by pulling the variables towards an
underestimator of the function.

As in the previous case, the best underestimator, that
exploits the knowledge about the curvature of the function
and the current value of the optimal vector is a linearization
pT

valpval + 2pval(p� pval). The heuristic is a quadratic term
in the cost that penalizes the difference between the variable
p̄ and the linearization. This rewards the optimization for
selecting values of p̄ that are close to the boundaries of
the constraint and are therefore feasible for the nonconvex
constraint. As in the previous case, it allows us to have a
cost directly over the variables kx for example.

IV. EXPERIMENTS

We have tested the algorithm in several multi-contact
scenarios, including walking on an uneven terrain (Fig. 2),
walking under a bar using also hands (Fig. 3), and a walking
motion with low friction coefficient (Fig. 4). The resulting
plans are visible in the attached video.

A. Walking on uneven terrain
The first motion has been built so that double support

time after a single support on left foot is very short, while
double support time after single support on right foot is
longer. It then allows to see the effect of double support
duration on momentum optimization. Stairs are also close
to each other, such that legs have to generate momentum
to be lifted up, and minimum jerk trajectories that guide

and then each scalar product is defined as an element of C±.
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For simplicity of presentation, we denote p = acvx + dcvx
and q = acvx � dcvx (p,q 2 R2). With this notation the first
component of the torque contribution of an end-effector to
the angular momentum rate dynamics (6) becomes

kx =
1
4
⇥
pT p�qT q

⇤
+ tx ,

which is equivalent to the following formulation

kx =
1
4
⇥
p̄� q̄

⇤
+ tx

p̄ = pT p q̄ = qT q (8a)

where we have introduced the scalar variables p̄, q̄ 2 R+.
Under this formulation the original nonconvex quadratic
constraint has been now separated into a linear constraint,
and two non-convex constraints (8a). The difference is that,
while in the original constraint, the hessian is an indefinite
matrix, the hessian of the new constraints is positive semi-
definite and therefore each term has known curvature.

B. Approximations of Quadratic Equality Constraints
In the last section, we have presented a method to

analytically decompose a bilinear constraint into a linear
constraint and two nonconvex quadratic equality constraints
with known curvature, see (8a). In this section, we present
alternatives for dealing with each of the two nonconvex
quadratic equality constraints with known curvature, namely,
approximation using a trust region and use of soft constraints.

Soft Constraint

or

Fig. 1: Alternative approximations of nonconvex quadratic equality
constraint with known curvature: trust region and soft constraint.

1) Approximation using a trust region: A nonconvex
quadratic equality constraint with known curvature can be
thought of as the intersection of a convex inequality con-
straint and a nonconvex inequality constraint (Fig. 1). The
approximation of the equality constraint using a trust region
consists in keeping only the convex inequality constraint, but
restricting its interior with a trust region constraint. The effect
of this, as can be seen in Fig. 1 is that the search space is
close to the boundary of the curve, and therefore the values
of y are close to x2, as desired to approximate the original
nonconvex equality constraint.

More specifically, in the notation of our problem, the
nonconvex constraint (8a) can be equivalently represented

as the intersection of a convex constraint p̄ ⌫ pT p and a
nonconvex constraint pT p ⌫ p̄. The main idea of the method
is to first obtain an initial guess of the optimal vector by
solving the optimization problem using only the convex part
of the search space, namely p̄ ⌫ pT p (as in [17]), and then
refine the solution by introducing the trust region constraint.

While the trust region could be introduced as a trivial box
constraint with a threshold, that would constraint the value
of p̄ to values near pT p, the best trust region that exploits
the knowledge about the curvature of the function and the
information contained in the current value of the optimal
vector is a linear approximation such as pT

valpval +2pval(p�
pval) ⌫ p̄ � s , where s is a positive value representing
a threshold, enough to provide a feasible interior to the
intersection of the constraints, and pval is any value taken
by the variables p coming from the solution of the relaxed
problem. Notice that if the hessian of the quadratic equality
constraint where an indefinite matrix, this trust region would
not constraint the problem as desired.

While this approximation is still a relaxation of the con-
straint, it allows us to approximate the terms p̄, q̄, and
consequently kx. The advantage of this, is that it allows us
to directly add an approximate cost over the variable kx in
the optimization problem.

2) Approximation using soft constraints: This method is
similar in spirit to the last one. It will first drop all the
nonconvex terms to find an initial guess for the optimal
vector and then it introduces heuristics in the cost, whose
purpose is to bias the solutions towards the boundaries.
Unlike the previous method, this method does not restrict
strictly the search space, but instead biases the solutions
towards the boundaries by pulling the variables towards an
underestimator of the function.

As in the previous case, the best underestimator, that
exploits the knowledge about the curvature of the function
and the current value of the optimal vector is a linearization
pT

valpval + 2pval(p� pval). The heuristic is a quadratic term
in the cost that penalizes the difference between the variable
p̄ and the linearization. This rewards the optimization for
selecting values of p̄ that are close to the boundaries of
the constraint and are therefore feasible for the nonconvex
constraint. As in the previous case, it allows us to have a
cost directly over the variables kx for example.

IV. EXPERIMENTS

We have tested the algorithm in several multi-contact
scenarios, including walking on an uneven terrain (Fig. 2),
walking under a bar using also hands (Fig. 3), and a walking
motion with low friction coefficient (Fig. 4). The resulting
plans are visible in the attached video.

A. Walking on uneven terrain
The first motion has been built so that double support

time after a single support on left foot is very short, while
double support time after single support on right foot is
longer. It then allows to see the effect of double support
duration on momentum optimization. Stairs are also close
to each other, such that legs have to generate momentum
to be lifted up, and minimum jerk trajectories that guide

or
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Approximation:

p̄i = pT
i pi



Time optimization

More specifically, we would like to minimize a terminal
cost fN(hn � hndes) that penalizes the difference between
the final state hn and the desired final state hndes , and a
running cost `t(h�hdes,ze, fe,te,Dt), that penalizes the track-
ing performance of a desired linear and angular momentum
trajectories h�hdes, and regularizes the available controls,
namely, forces fe, torques te and time discretizations Dt .

The desired linear and angular momentum trajectories
could be as trivial as zeros, if the optimization algorithm
is to be used by itself, or could for instance come from the
kinematic optimization. The constraints of the optimization
problem include a discrete form of the centroidal momentum
dynamics (2):

h =

2
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The variable ke,t (end-effector contribution to angular mo-
mentum rate k̇t) has been defined as

ke,t = (pe,t +Rx,y
e,t ze,t � rt)⇥ fe,t +Rz

e,tte,t

= `e,t ⇥ fe,t +Rz
e,tte,t
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where for simplicity of notation, we have introduced the
change of variable `e,t = (pe,t +Rx,y

e,t ze,t � rt). Physical con-
straints such as friction cone, CoP within region of support
and torque limits are given by

��L f x
e,t +

L f y
e,t
��

2  µ L f z
e,t,

L f z
e,t � 0, (7a)

zx,y
e,t 2

⇥
zx,y

min,z
x,y
max

⇤
, (7b)

te,t 2 [tmin,tmax] (7c)

Dt 2 [Dmin,Dmax] (7d)

kpe,t � rtk  `max
e (7e)

where L fe,t = RT
e,tfe,t is the end-effector force in local coor-

dinate frame. (7a) expresses that forces belong to a friction
cone with friction coefficient µ . Note that we use the second
order cone constraints in our optimizer but that friction cones
could alternatively be approximated by the usual pyramids
as a polyhedral approximation. (7b) expresses that the CoP
should be within a conservative region with respect to the
real physical available region. (7c) constraints the torque to
a bounded region, but it could also be approximated using
a second-order cone constraint of the form kte,tk  µt L f z

e,t.
[22] also provides precise closed-form formulas for it under
polyhedral approximation of the friction cone. Equation (7d)
constraints the time discretization variable to a bounded re-
gion. Finally, equation (7e) constraints the distance between
the current position of the center of mass rt and the end-
effector contact point pe,t to be less than the maximum length

of the end-effector `max
e . It includes a constant offset, when

the end-effectors of interest are the arms of the robot.
We would like to conclude this section by highlighting that

the non-convexities of this problem are the bilinear terms of
eq. (5). For instance, terms where the time discretization
variable Dt appears or the cross products of the angular
momentum rate terms ke,t. In traditional momentum opti-
mization [16], [23], [2], the focus is on the cross products of
the angular momentum, that introduce bilinear constraints to
the optimization problem. It is important to note that includ-
ing time discretizations as optimization variables introduces
nonconvex constraints of the same bilinear nature. Therefore,
the goal of the next section will be to devise methods that
can approximate all bilinear constraints, while still allow us
to efficiently find a solution to the optimization problem.

III. APPROACH
In this section, we will describe a tool for handling bilinear

constraints (5)-(6) as a difference of convex functions, and
then we will show how to approximate these still nonconvex
constraints, using the knowledge about their positive curva-
ture.

A. Disciplined Convex-Concave Programming
In this subsection, we will describe a useful tool [24] for

dealing with bilinear constraints in optimization problems.
The method decomposes a bilinear or nonconvex quadratic
expression into a difference of convex functions; in other
words, it decomposes the bilinear expression into a difference
of two terms, each of which is a convex function. Once
the decomposition has been performed, the constraint will
continue to be nonconvex; however, the terms composing
it will have known curvature, which will let us perform an
efficient approximation.

This approach, previously used and detailed in [2], [17],
analytically decomposes the nonconvex quadratic expres-
sions of the angular momentum (6) into a difference of
convex (quadratic) functions. The set of difference of convex
functions C± is defined as:

C± =

⇢
C+(x)�C�(x) | x 2 Rn,

C+,C� : Rn ! R, are convex functions
�

Expressions such as scalar products xT y can be decomposed
into a difference of convex functions, such as Q+�Q�

Q+ =
1
4
kx+ yk2 , and Q� =

1
4
kx� yk2

where Q+ 2 C+ and Q� 2 C� are convex functions. Using
this idea, we can easily identify scalar products and transform
quadratic expressions in cross products into scalar products,
which can then be defined as elements of C±. As an example,
we present the decomposition of a cross product:
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T

Timing is difficult to optimize because it involves a nonlinearity

Time discretization: 

�t is usually kept constant

Note that the nonlinearity is again of bilinear form
=> the same idea as before with cross products can be applied!
=> timing can be efficiently optimized

[Ponton et al., submitted, arXiv:1709.09265]



Trust-region and soft constraints work equally well
Soft constraint optimization is a bit faster

Timing optimization significantly reduces angular momentum

[Ponton et al., submitted, arXiv:1709.09265]



Time optimization allows to find solutions hard (or 
impossible) to find with fixed timing

[Ponton et al., submitted, arXiv:1709.09265]



Results

M1 M1time M2 M2time
Horizon [sec] 9.5 9.5 12.8 12.8
Timesteps 95 95 85 85
Variables 6808 7568 8969 9649
Lin. equalities 855 1425 765 1275
Lin. inequalities 2210 2400 3298 3468
SO cones 4393 4488 5876 5961
Size KKT 31838 33833 42412 44197
Nnz KKT 83322 87698 112090 116006
time [sec] 0.829 5.632 1.082 5.469

TABLE I: Time complexity for optimization with/without time.

linear momentum, and to modest accuracy for the angular
momentum.

1) Time complexity: Table I shows information about
the optimal problems being solved and time required to
find a solution. Among the parameters being shown are the
time horizon, the number of timesteps, number of variables,
linear equality and inequality constraints, second order cones,
size and nonzeros of the KKT matrix, and finally the time
required to solve the problem. M1time is the motion under
low friction coefficient with time adaptation, while M1 is the
same motion but with normal friction coefficient because
time is fixed. M2 is the motion for walking under a bar
using hands without time adaptation and M2time with time
adaptation, which can be easily recognized by looking at the
number of second order cone constraints. We can observe
that the timings required to solve a dynamics optimization
problem are in the order of a second, which is double the
time required in [17], because in this method, we also refine
the solution after the relaxation, which allows us to directly
penalize and track momentum, which increases the time
required to find a solution, however improves its quality.
Our solving time is comparable to the one reported in [16],
which corresponds to 1.23 sec for a motion duration of 8 sec
using the centroidal wrench and 3.89 sec for the same motion
using contact forces as control input, as in our case. Note
that the time taken by the optimization is always faster than
the duration of the motion and that, with appropriate warm
start of the optimizer, receding horizon control is attainable.

The solve time for a motion that includes time optimiza-
tion is larger because more iterative refinements are required
to converge to a certain threshold of constraint violation.
However, it could be speed up doing only a few iterations
of time optimization and then fixing time discretizations, or
increasing the accepted approximation error tolerance used
as convergence criteria.

2) Constraint violations: Table II compares the average
error in the center of mass, linear and angular momentum,
computed integrating forces and torques with the original
model and the approximate values in our relaxed formulation.
As can be observed, the error on center of mass and linear
momentum are marginal, while the error on the angular
momentum is really small. The values shown are in an
absolute scale. If they are compared to values shown in Figs.
2-4, they are also small, because values in the figures are
normalized by the robot mass.

M1time M2time
Center of Mass 1.187e-09 1.206e-07
Linear Momentum 3.954e-09 1.022e-06
Angular Momentum 0.007 0.001

TABLE II: Amount of constraint violation.

V. CONCLUSION

We have presented two convex relaxation methods for the
optimization of the centroidal dynamics and motion timing of
a legged robot. Our approach is efficiently solvable and could
therefore be used in receding horizon control. Moreover, the
convex relaxation deviates only marginally from the original
dynamics. Our approach has not been yet tested on a real
robot, but this is the step coming.
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Convex relaxation vs. original problem

M1 M1time M2 M2time
Horizon [sec] 9.5 9.5 12.8 12.8
Timesteps 95 95 85 85
Variables 6808 7568 8969 9649
Lin. equalities 855 1425 765 1275
Lin. inequalities 2210 2400 3298 3468
SO cones 4393 4488 5876 5961
Size KKT 31838 33833 42412 44197
Nnz KKT 83322 87698 112090 116006
time [sec] 0.829 5.632 1.082 5.469

TABLE I: Time complexity for optimization with/without time.

linear momentum, and to modest accuracy for the angular
momentum.

1) Time complexity: Table I shows information about
the optimal problems being solved and time required to
find a solution. Among the parameters being shown are the
time horizon, the number of timesteps, number of variables,
linear equality and inequality constraints, second order cones,
size and nonzeros of the KKT matrix, and finally the time
required to solve the problem. M1time is the motion under
low friction coefficient with time adaptation, while M1 is the
same motion but with normal friction coefficient because
time is fixed. M2 is the motion for walking under a bar
using hands without time adaptation and M2time with time
adaptation, which can be easily recognized by looking at the
number of second order cone constraints. We can observe
that the timings required to solve a dynamics optimization
problem are in the order of a second, which is double the
time required in [17], because in this method, we also refine
the solution after the relaxation, which allows us to directly
penalize and track momentum, which increases the time
required to find a solution, however improves its quality.
Our solving time is comparable to the one reported in [16],
which corresponds to 1.23 sec for a motion duration of 8 sec
using the centroidal wrench and 3.89 sec for the same motion
using contact forces as control input, as in our case. Note
that the time taken by the optimization is always faster than
the duration of the motion and that, with appropriate warm
start of the optimizer, receding horizon control is attainable.

The solve time for a motion that includes time optimiza-
tion is larger because more iterative refinements are required
to converge to a certain threshold of constraint violation.
However, it could be speed up doing only a few iterations
of time optimization and then fixing time discretizations, or
increasing the accepted approximation error tolerance used
as convergence criteria.

2) Constraint violations: Table II compares the average
error in the center of mass, linear and angular momentum,
computed integrating forces and torques with the original
model and the approximate values in our relaxed formulation.
As can be observed, the error on center of mass and linear
momentum are marginal, while the error on the angular
momentum is really small. The values shown are in an
absolute scale. If they are compared to values shown in Figs.
2-4, they are also small, because values in the figures are
normalized by the robot mass.

M1time M2time
Center of Mass 1.187e-09 1.206e-07
Linear Momentum 3.954e-09 1.022e-06
Angular Momentum 0.007 0.001

TABLE II: Amount of constraint violation.

V. CONCLUSION

We have presented two convex relaxation methods for the
optimization of the centroidal dynamics and motion timing of
a legged robot. Our approach is efficiently solvable and could
therefore be used in receding horizon control. Moreover, the
convex relaxation deviates only marginally from the original
dynamics. Our approach has not been yet tested on a real
robot, but this is the step coming.
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Proposed convex relaxation is very close to original problem

Amount of 
constraint violations

Fig. 2: Walking motion in uneven terrain. This figure shows optimization results for the motion optimizing only momentum (blue),
including time in the optimization (green) and fixed time horizon optimization (red). Plots show normalized quantities of linear and
angular momentum by the robot mass, and forces by robot mass times gravity. Bottom plot shows optimal time discretizations. For
momentum plots, we show the dynamically optimized momentum and its kinematic tracking. For force plots, the forces at each end-
effector are shown. Vertical colored bars represent endeffector activations. For example, at the beggining the robot is in double support,
then single support on left foot, then double support again and finally single support on right foot. From there on, the cycle repeats itself.

Linear momentum

Angular momentum

[Ponton et al., submitted, arXiv:1709.09265]





Unsupervised learning of contact modes

Detecting contact modes is critical to:
- ensure robust control of contact interactions
- get accurate state estimation
- ensure performance of controllers



Unsupervised learning of contact modes

How can we reliably decide when an end-effector is in contact?

Can we detect the contact type? (which direction slips, etc)

Use multi-modal sensor information to learn 
the probability of a contact



Unsupervised learning of contact modes

Collect IMU + 
force 

measurements 
while walking 
on flat ground

Fuzzy C-means 
clustering 

(each 6 DOFs 
of contact 
surface)

Training phase

2 clusters 
(contact / no-
contact) per 

DOF

[Rotella et al., submitted, arXiv:1709.07472]



Online phase (estimation+control)

For each of the 
6 contact 

constraints 
compute 

probability of 
contact

Automatic 
adjustment of 
covariance of 
measurement 
noise in state 

estimator

State estimation 

+
Walking 

preview control

Unsupervised learning of contact modes

[Rotella et al. IROS14]

[Rotella et al., submitted, arXiv:1709.07472]



Unsupervised learning of contact modes

Estimation of unobservable 
base position and yaw 

during walking

The IMU is only necessary 
during training

[Rotella et al., submitted, arXiv:1709.07472]



Unsupervised learning of contact modes

[Rotella et al., submitted, arXiv:1709.07472]



Conclusion

Very efficient optimization of 
momentum, contact forces 

and timing

Learning contact from multi-
model sensory information 
significantly improves state 
estimation and behavior

Unsupervised learning of 
contact modes

The structure of momentum 
dynamics => convex 

relaxation of the problem
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Abkommen  Das Programm PROCOPE ist ein bilaterales Forschungsförderungsprogramm, 

das 1986 zwischen dem DAAD und der französischen Regierung vereinbart wur-
de. 

   
Wer sind die  
Geldgeber? 

 Die Mittel zur Durchführung des Programms erhält der DAAD aus dem Haushalt 
des Bundesministeriums für Bildung und Forschung (BMBF). Auf französischer 
Seite wird das Programm durch das Ministerium für auswärtige Angelegenheiten 
und für Hochschule und Forschung gefördert. 

   
Welche Ziele hat 
das Programm? 

 Ziel des Programms ist die Intensivierung der Kooperation zwischen französi-
schen und deutschen Forschergruppen, die gemeinsam an einem spezifischen 
wissenschaftlichen Vorhaben arbeiten. Das Programm PROCOPE sieht hierbei 
die Förderung der Mobilität vor. Ein besonderes Gewicht liegt dabei auf der Fort-
bildung und Spezialisierung des wissenschaftlichen Nachwuchses. In der Antrag-
stellung (Projektbeschreibung) sind konkrete Ziele zu nennen (Anzahl und Status 
der Geförderten). 
Forschungskooperationen, die als Anbahnungsmaßnahmen für umfangreichere 
Vorhaben, etwa zur Vorbereitung eines Antrags bei einer europäischen oder 
deutschen Forschungsförderungseinrichtung geplant sind, sind ausdrücklich er-
wünscht. 

   
Welche Zielgruppen 
werden gefördert? 

 Wissenschaftler/innen, Hochschullehrer/innen, Studierende (Ba-
chelor/Diplom/Magister), Graduierte (Master),  Doktoranden, Postdoktoranden  

   
Wer kann einen  
Antrag stellen? 

 Antragsberechtigt auf deutscher Seite sind Hochschullehrer/-innen und promo-
vierte Wissenschaftler/-innen für ihre Hochschulen und außeruniversitären For-
schungseinrichtungen in Deutschland. Das Programm steht für alle Fachdiszipli-
nen offen. 

   
Welche Antragsvo-
raussetzungen gel-
ten? 

 Antragsvoraussetzung ist ein konkretes wissenschaftliches Forschungsvorhaben 
von hoher Qualität, an dem die Partner aus beiden Ländern gemeinsam und mög-
lichst komplementär arbeiten wollen. Es genügt nicht, wissenschaftliche Frage-
stellungen allgemeiner Art aufzubereiten, derer sich die beiden Forschergruppen 
annehmen wollen. 
Die Grundfinanzierung des Projekts (Personal- und Sachkosten auf beiden Sei-
ten) muss gesichert sein.  
Der deutsche Förderantrag kann nur dann berücksichtigt werden, wenn eine Pa-
rallelbewerbung des französischen Kooperationspartners vorliegt. Der ausländi-
sche Partner muss seine Kooperationsbereitschaft dokumentieren, indem er in 
seinem Parallelantrag seinen eigenen wissenschaftlichen Beitrag im Rahmen des 
gemeinsamen Projekts eindeutig darlegt. Dies muss er auch dann tun, wenn er 
keine eigene Finanzierung beantragt. Die gleichen Bedingungen gelten umge-
kehrt für den französischen Antrag. 
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